


• Galileo, Newton and the birth of modern 
science: c. 1600 

• Problem: single “particle” (apple) in 
gravitational field (General two-body problem 
already too hard) 

• Methods 
– Data: notebooks (Kbytes) 

– Theory: driven by data 

– Computation: calculus by hand (1 Flop/s) 

• Collaboration 
– 1 brilliant scientist, 1-2 students 



LHC:  What is the nature of mass?  Higgs particle? 
~ 10K scientists, 33+ countries, 25PB data, distributed! 
Planetary lab for scientific discovery! 

Genome Sequencing: Understanding the life functions at 
the system level through molecular profiling  and relating 
the molecular information with phenotypic data.  
• Data generated by  high throughput device (e.g. NGS 

machine) : 1TB/day  for one machine , 1 Lab: 20-100 
machines, global collaboration (BGI: 200 machines, 
5000 scientists) 





 
 
Data generation growing at a rate of 58% per year  
Baraniuk, R., “More is Less: Signal Processing and the Data Deluge”, Science, V331, 2011.  



Also: Data Veracity – how accurate is the data?  



The Big Data Revolution: Technology Trends 

Data Analytics/Learning  

 

The Internet of Things 

Mobility & Pervasive Computing 

Cloud Computing 

Social Media 

New Sensors 

Management of 
New and Big Data 

Privacy & Security 

Digital/Data Economy  

 

Advanced Visualization  

High Throughput  Devices  

New Observatory Tools   
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Engineering 
Business  

Medical 

Datafication: Data Science as the Glue for Multidisciplinary Research  

Particle 
Physics   
 

System  
Biology 
 

High 
throughput 
screening  
 

Complex 
system & 
Network Data 
Analytics 
 

Social  
Media and  
New Data  
Business  
 

Algorithmic 
Trading  
 

Public Health 
management  
 

Digital City and 
Urban Life  
 

http://www1.imperial.ac.uk/medicine/research/researchthemes/cardio_science/
http://www1.imperial.ac.uk/medicine/research/researchthemes/imaging/
http://www1.imperial.ac.uk/medicine/research/researchthemes/infection/
http://www1.imperial.ac.uk/medicine/research/researchthemes/neuroscience/




Ubiquitous:  available anytime and anywhere  

Non-rivalrous: one person’s use of  it does not 
impede another’s 

Inexhaustible: data do not diminish when it is 
used; it can be processed again and again 

Hyper-renewable: Data consumption creates 
even more data 

 Accumulative: Data’s value usually increases 
when it is used  

 



Data  Information Knowledge  

Observing the 
world  

Representing the 
world  

Interpreting the 
world  

Refinement 
and management  

Integration 
and analysis   



Data  Correlation Causation  

Measuring the 
presence 

Predicting the 
future 

Understanding 
the system 

Analysis Analysis with 
new data 



An Example: Machine translation  

IBM approach: Statistical machine translation. 
In the 1990s IBM’s Candide project used 10 
years’ worth of Canadian parliamentary 
transcripts in French and English (3m high 
quality sentence pairs)  attempt to reveal 
the linguistic relationship between the two 
languages. 

Google approach: Big data correlation: In  
2006, Google used the entire internet and 
more by sucking in every translation it could 
find--- trillions word corpus (96 billon English 
sentences) by 2006 and now covers > 60 
languages )  using big data to establish 
correlations of sentences among languages. 



Data products:  

they’re everywhere   



Real Time video surveillance and 

analysis 

 

Algorithmic trading  

Personal Health and Well Being  

Digital money/Economics of the Internet 

 
Visual search and image recognition 

technology for mobile  

Computatinal Medicine  

Integration of physical and digital 

infrastructures for future  cities 

 

Digital City and 

Life   

 
System Biology  

Public health 

management  

 
Climate 

Modelling 

Brain Science  
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Imperial College Data Innovations  

Computational 

Science  

Data Volume  



Building “Data transducers” to explore the optional value of the data : 
GPS data is used for navigation, however, aggregated GPS signal can be 
used to monitor traffic flow, to understand economic activity, to predict 
prevalence of the flu. 

Understanding “Data chemistry” to unleash the value of  combined 
data resource : traffic flow, car emission data and weather condition 
will generate a dynamic map for  the air quality of a city. 

Exploring the value of “Data exhaust”: Data products have a dual role 
both for processing the “raw” material, and creating new material for 
building new data products. Take Twitter for example.  That mere 140 
character tweet is actually made up of about a hundred lines of code, 
including things about you, your account, your profile, friends, and 
potentially your location.  



Example of data exhaust  

Microsoft spell checker: worked by comparing 
with a frequently updated dictionary of 
correctly spelled terms, the system takes close 
variants that weren’t in the dictionary as 
misspelling – available only for the most 
common languages.  

Google spell checker: created from user’s 
mistyped queries via a clever feedback loop 
instructs the system what word users actually 
meant to type – free to develop, available for 
most of living languages. 

 Can we use the same approach  for scientific 
discovery,  for example, gene disease association 
based on the analysis search association among 
researchers? 



The Relational model of data 
• 1980: First relational 

applications:  Approx. 50 tables 
• 2012: Vanilla SAP: Approx. 

25,000 tables 
• Complexity has increased by 500 



Google and Amazon were both early  adopters of  large clusters, and both  eschewed 

relational databases 

 

Google ------  Bigtable 

Amazon ------ Dynamo 

 

Their efforts have been a large inspiration  to the NoSQL community 

SQL  is Not Scalable   



Big data 

requires a 

different 

management 

mechanism  

Cost-effectively manage and analyze all available data in its native form:  

unstructured, structured, streaming 

Instruments 
Sensors  Documents  

Websites 

Videos 

Social Media 



Understanding why: 

 Analysing small data  

Sophisticated algorithms and 
small data: 
• Representative sampling (N=k)  
• High quality data  
• Sophisticated multivariate  

learning algorithms  
• Exploring causality relationships 



Simple algorithms and big  
data:  
• Taking all the data (N=all)  
• Messy data tolerance  
• Simple/scalable  learning 

algorithms  
• Exploring correlation 

relationships   



• Large Twitter dataset from 
individuals with clinical 
depression 

• Modelling social activity, 
emotion and language 

• Social media depression 
index: Correlates highly 
with CDC depression 
statistics 

M. De Choudhury, M. Gamon, S. Counts, E. Horvitz. Predicting 
Depression via Social Media, ICWSM 2013, Boston, MA, July 2013. 



Most of the large companies have their research 
institution in 20th century 

US funding for R&D grew from $15 million in 1923 to 
$132 billion in 2005 

Total world R&D spending was $729 billion in 2000 

All S&T >$1 trillion in 2000 

“Big science” of D. de Solla Price 



Open Science: scientific research via forming a dynamic 

community on the Internet by sharing raw experimental 

results, nascent theories, claims of discovery on the Web 

to collectively  progress the research.  The research 

results will  be openly shared to the general public as 

knowledge which can be further evolved during its open 

application. 

A network of scientific knowledge, as obtained from traffic data to scientific 
journals – Bollen, J.; H. Van De Sompel & A. Hagberg et al. (2009). 



Every neuron is connected to every other neuron 
in the brain in a complex configuration unique to 
every individual. This total functional unit provides 
a complex fingerprint of one’s identity, which 
reveals the differences between brains, and 
dictates the way the brain responds to any given 
situation. 
 

One hundred billion neurons and some seven 
hundred trillion synaptic connections in a human. 
 

Mapping a human connectome: could take 
another 40 years before there will be computers 
powerful enough to actually map it out 
completely. 

Collective mapping tool has been 
developed to support the global 
effort for mapping: connectome 
mapping as  “game with a  purpose” 
(http://eyewire.org/). 



Discovery Sciences Group 

Research areas: 

• Cloud-based Big Data management 

architecture 

• Data science theory and platforms for Big 

Data analytics 

Digital life applications: 

• Digital cities 

• Personal well-being 

• Medical informatics 

Funding and people 

• Total funding since 1997: £34M 

• Current funding: £5+ M 

• Post-Doc researchers: 12 (30+ alumni) 

• PhD students: 13 (40+ alumni) 



The most critical choice for a scientist is what problems to work on. 
     – Judea Pearl   (Turing Award 2011)  
   

Knowledge 
management for 

biomedical research 
Adaptive 

observation theory  

Experimental design 
theory for complex 

systems  

Big data 
management 
and analysis 

Big data for open science  

research at the Discovery Sciences Group of 

Imperial College London 



Challenge of Drug Development 
Complex Disease Phenotypes  

31 
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How do we stratify these complex 
phenotypes? 

WGS RNAseq 
Mass 
Spec 

Imaging RT Sensing 

Next Generation Platforms -> Data Explosion 



Cloud-based approach to Translational Research 

eCRF 
software 

Data Data 

Data 

Biobank 

Samples 

Analytical Labs 

Databases 

External Analytics 
API 

External 
Visualisation API 

Collaboration 
and KM 
 platform 

Clinical Sites 

LIMS / 
Sample 
Tracker Ontology  

Management  
Service 

Analytical 
Workflows 

Central Cloud-based Platform 



 eTRIKS Platform 

 Collaboration Platform  

• Collaboration  

• Research process   

• IP capture and management 

• Secure access  

Analytics Environment 

• Access to analytics tools  

• Open API for public and commercial 
software to plug-in  

TR Knowledge  Hub  

• Cloud Infrastructure    

• Load procedures 

• ‘Big Data’ storage 

• Ontology management 

Study Book / 
Visual Research 

Access 
Manag
ement 

Ontology 
Management 

Scientific Data  
Architecture 

Study 
Management 



API 
Scientific 
Evidence 

Repository 

TM Knowledge Base 

Study-centric Bio-centric 

API 

Open 
Access 

 
 

Analytics 
Commons 

Gene 

bioma
rkers 

Collaborative research access platform 

External resources 

Analysis 
Results 

Clinical data 
Molecular ‘omics 
data 

tranSMART-core 
Data and workflow provenance 

support 

Research 
data 

eTRIKS framework architecture 

Prior 
knowledge 



Open data access & analytics platform 

• Users/developers to use/create analysis 
workflows 

Workflow 
Engine 

tranSMART 
core 

R 

Python 

Javascript 

Service APIs 

eTRIKS 
open data 
access and 
analytics 

dashboard 

R-cloud 

Apps/Scripts 
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A

P
I 



Integrated data analysis: building a confident prediction model 

Genomics data Biomarker data 
MRI Imaging 

data 
Clinical data 

Differential feature selection 
Convert categorical variable 

into numerical value & 
Replace missing values 

Integrated dataset with phenotypic information 

Complete Training dataset Validation dataset 

Cross validation 

CV Training dataset CV Test dataset 

Optimize model 
parameter settings 

Rank features in 
model 

Predict CV Test set 

Remove features 

Until the number of features in the 
model reaches the lower limit 

Process repeated over CV 

Prediction produced at 
each CV fold  

Select optimal # features 
based on AUC plot 

Optimize model settings 

Rank 
features 

Remove 
features 

Confidence 
level of new 

predictor 



Translational Medicine Knowledge Base 

• what the data is about  

• Network-based knowledge representation about study 
outcomes integrated with prior knowledge 
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ic
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handprint 

*Patient  
Reported  
Outcomes 

Validate/ Refine 

Disease models 
Predictive 
biomarkers, 
preclinical models, 
targets for 
intervention 

Clinical profiles 
Molecular profiles 

Generate Outcomes 

Accuracy to identify 
disease, prognostic and 
predictive ability of 
handprints 

Longitudinal studies 

Create Cohorts 

Example : U-BIOPRED Methodology  



eTRIKS support for U-biopred 

Study 
Management 

• Clinical Studies 

• Cross-sectional 

• Longitudinal 

• Omic studies 

• Transcriptomic 

• Proteomic 

• Metabolomic 

• HTS 

Analysis 

• Cohort 
discovery 

• Exploratory 

• Enrichment 

• Visualizations 

Integration 

• molecular 

• histological  

• clinical and 
PRO data 

Validation 

• External 
resources 

• Cell lines 

• Animal models 

Results 



WikiSensing 

WikiSensing is a platform to support the 

whole life cycle of building to data 

products from sensor data : 

1. Store and manage data from the 

community sensing. 

2. Develop models and applications on 

sensor data. 

3. Connect and control sensors. 

4. An eBay-like marketplace for data 

products. 

Data 

Data Products 



WikiSensing - Large Scale Data Storage 

Data storage platform for 
community sensing: 
– Collecting the sensor data in a 

wiki way (community sensing): 
everyone can store any data if 
it’s describable (by ontology) 

– Data storage and management 
infrastructure with high 
performance, low cost, and good 
security 

– Universal Query Language (UQL) 
for retrieving data from various 
sources, and acquiring data on 
demand  

pollution 

weather 
health 

traffic 
energy 

social network 

WikiSensing Data Storage 
UQL 



Data & Model Marketplace Collaborative Workflow Model Services 

WikiSensing - App / Model Framework 

Enable crowd sourced 
collaborative applications: 

– Easy to use GUI to develop 
your application and models 

– An runtime environment to 
build, compose, and run the 
app and model 

– A market place for: 

• Data sets 

• Models 

• Model Services 

 

 



WikiSensing - Sensor Control 

WikiSensing 
Sensor 
Control 

• Register any device and control them in 
your application 

• Intelligent sensor control to provision 
sensor and acquire data on demand 

• A generic hardware toolkit based on 
Arduino to build your prototype quickly 



Connect the data, users, and 
developers: 

– Developers publish their 
data, application, and models 
to marketplace  

– Algorithms help decide the 
price 

– Users choose various 
products about health, travel, 
productivity, etc. and pay by 
their usage. 

– Application could be 
requested on demand. 

– Data economics ecosystem 
that encourages both users 
and developers  

Marketplace 

Data 
product 

Users 

Requests 

Developers 



More use of car 
in the city  

It will be Hot 

It will be Humid 

Asthma attacks 
more likely 

Strain on A&E is 
higher 

Higher staffing 
in A&E 

SMS warnings 
to patients 

 Healthcare Data Products  



 

   

 

Real time analysis of environmental index 

Property price estimation and prediction 

Data Product 

Example: My Estate 

1. Get all the related data about a location: 
pollution, credit records, traffic level, etc. 

2. Fuse these data and do the estimate 
including air quality and neighborhood 
condition 

3. Visualize the result and show to the users 



WikiHealth: monitoring and managing personal  
life style   

• A “Facebook” for personal well-being 

• Body sensing for health analysis and data-driven community discovery for personal life 

styles  

• Supporting “people as sensors”  through mobile sensing for understanding human 

dynamic at community level       

 

Funded by i-Health ( £2m from EPSRC)  



Conclusion 

Big data refers to things one can do at a large scale that can not be 
done at a smaller one, to extract new insights or create now forms of 
value, in ways that change markets, organisations, the relationship 
between citizens and governments, and more. 
 
Big data enables us to experiment faster and explore more leads. 
These advantages should produce more innovation. But the spark of 
invention becomes what the data does not say. That is something 
that no amount of data can ever confirm or corroborate, since it has 
yet to exist. If Henry Ford had queried big-data algorithms for what 
his customers wanted, they would have replied “a faster horse”. In a 
world of big data, it is our most human traits that will need to be 
fostered – our creativity, intuition, and intellectual  ambition – since 
our ingenuity is the source of our progress.  

Viktor Mayer-Schonberger & Kenneth Cukier  (Big Data, 2013)  



 

Thanks  
 

Operational 

 
Making  Data the Soil of  Great Scientific Innovation 

for a Better World 

Volume Velocity Variety Veracity Value 


